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In this short paper we will introduce some ideas to implement a routing algorithm based on ant systems, in particular AS-TSP and its derivates. Some basic understanding of Ant System (AS) in general and AS-TSP is assumed.

Introduction

The real internet, which is currently mainly routed with BGP, OSPF and static rules, is kept a background for this thought experiment. There have been no real experiments and everything is based on experience with other applications of ant system and some educated guesses.

We propose a solution (ABR) that does not depend on a central server, but keeps all relevant state information in the nodes (or cities or routers) itself. The information travels with the ants, which are passed between cities. There are constantly going ants through the system. This way the system should be able to cope with changes in the environment (dead links, congestion etc). These ants are not trying to make cycles, but they find paths, hopefully shortest paths. (So traveling salesman does not really apply).

The ant system properties of the system are mainly: in every node, traffic is routed based on a probability to take a certain path, which is based on pheromone level and distance. The pheromone level is kept in every node for all its neighbors. The distance is a measure that can contain any kind of information, set by the network operator, and can be based on bandwidth, latency, traffic costs or even political reasons. Somehow the owner of the router defines values for the ‘distance’ to their peering partners.

Placement of ants can be done in many ways, but we propose that every node releases one ant at startup and can arbitrarily decide to release a new ant, when it seems necessary. 

Ants consist of data structures that are passed (and modified) between the nodes. They contain an ID and a history of visited nodes: both the nodes and the distance between visited nodes are stored. Something like this:

	index
	1
	2
	3
	…
	n

	Node ID
	A
	D
	H
	
	M

	distance
	Dist(A,D)
	Dist(D,H)
	Dist(H,…)
	
	Dist(…,M)


This is a FIFO-like structure, in which new information is going in at the front (position 1). For performance reasons, we might like some extra fields in the ant, but they are not required.

Nodes have a routing table for normal traffic and various data structures to store information about the environment, taken from the passing ants. 

Trail updates happen after a certain amount of ants have passed  (possibly 1) or after a certain timeout. When no ants have passed for a certain amount of time, the node can also decide to create a new ant. On trail update, a certain amount of pheromone evaporates. New pheromones are deposited on roads where ants arrive and depart. The amount of deposited pheromone depends on the sum of costs that this particular ant has traveled during the last n hops. 

The routing table is updated based on the best ant that has passed from that particular destination: for every node in the ants history, the total distance to the current node is calculated. If it is better than the value stored in the routing table, the table is updated.

To compensate for changes in the environment the routes in the table should be invalidated somehow, when new ants do not refresh it within a certain timeframe. This can be done by a simple timeout or by increasing the distance for every destination by some value over time.

A view from a node

Consider the processing on node N in a network of m nodes (m>=n). It has neighbors called A, B and C. 

Node N has a routing table that contains the next hop (A, B or C) for every possible destination. It has a pheromone ‘matrix’ with 3 values (for NA, NB and NC) and the distance ‘matrix’ for the same 3 roads.

When an ant arrives from A a few things happen:

· A cumulative distance is calculated for every node the ant has visited. If it is lower than the value in the routing table, this value is updated.

· Trail NA is updated: a percentage evaporates and some new is deposited based on the sum of distances in the ant. If in the last step the routing table was updated, then some extra pheromone is deposited (elitist ant)

· The next destination for the ant is calculated, based on blacklist, pheromones and distance (just like ordinary AS). E.g. node C

· The current node and the distance(N,C) are stored in the ant, the last entry in the history disappears.

· The NC trail is updated. Some pheromone evaporates and some new is deposited based on the sum of distances in the ant. If in the last step the routing table was updated, then some extra pheromone is deposited (elitist ant)

· The ant is routed to C.

